
Aristotelian Class Editor (ACE) 
A Brief Overview 

Introduction 
In observational sciences like geology, descriptions of the entities of scientific interest are 

commonly constructed using properties that have categorical (terminological) values. For 

example, a rock description will likely use terms fine-grained, coarse-grained, well-rounded, 

euhedral, porphyritic, or granoblastic, as well as mineral names like quartz, plagioclase, biotite, 

calcite,  to name but a few. In order for software applications to work with such data, datasets 

must use a vocabulary in which string labels or identifiers for concepts or categories are 

consistently used and are understood by the software. This understanding, or semantics, in 

information system terms, means that the software follows rules for inferencing that are 

consistent with scientific meaning and logic for the represented concept. 

In order for data that utilize categorical (terminological) values for properties to be exchanged 

and utilized by multiple software applications (interoperability), either datasets must use the 

same vocabulary, understood by all the applications, or there must be a mapping between 

terms in the vocabularies used in the datasets so each application can work with its own 

vocabulary. 

An important aspect of many of the systems of terms (concept schemes) used to describe 

natural phenomena is a hierarchy from broader to narrower concepts. For example, in rock 

classification, we have igneous rock > plutonic rock > granitoid > diorite > quartz diorite. In such 

a hierarchy, each broader concept includes multiple more specific concepts. A challenge 

constantly faced in the construction and presentation of these concept schemes is that there 

are typically multiple approaches to arranging a concept hierarchy, because there can be 

multiple broader categories for a given concept. For example, the mineral galena is both a 

sulfide mineral, and a cubic mineral; equally valid hierarchies of mineral species can be 

constructed by grouping on chemistry first then on crystallography or vice versa.  

Another aspect of the categories in a concept scheme is that they are often defined based on 

multiple properties. A given mineral species name (category, term) implies information about 

several physical properties like color and hardness, optical characteristics, chemical 

composition and crystal structure. A rock name has implications about mineralogy, kind of 

grains (clastic, crystalline, fossil), grain size, fabric, as well as physical properties like density and 

magnetic susceptibility. A sedimentary environment category has implications that might 

include climate, water depth, depositional processes, or relationships to water bodies or 

mountains. 

The ACE software package is designed to build vocabularies for use in artificial intelligence 

applications. In particular, we are interested in a matching problem: given a description of the 



geology and other relevant parameters for some area, and a set of models for predicting some 

phenomenon of interest, what is the likelihood that a particular phenomenon will be observed, 

or alternately, what is the most likely model that corresponds to the observed description.  

Practical applications are identification of mineral deposit targets based on a collection of 

deposit models and geologic map data or predicting the likelihood of a landslide event based on 

a collection of landslide triggering models, geologic map data, and real time climatic or seismic 

events. 

In order to address these problems, we are utilizing an Aristotelian approach to definitions of 

terms in vocabularies used to construct geologic descriptions. Concepts are defined through 

binding to a more general concept (genus) and using a consistent set of differentiating 

properties (differentia) to distinguish concepts with the same genus. Property value 

vocabularies, used to specify the differentia, are constructed in the same fashion. Property 

values might be complex, i.e. having their own set of differentia, or atomic, i.e. defined using a 

single differentiating property axis. The atomic property values are simpler and less problematic 

to define in an unambiguous way. The asserted property values and their hierarchical 

relationships can then be used to infer hierarchical relationships between concepts they are 

used to define. The resulting vocabulary is easier to maintain and accounts for multiple parent 

(broader concept) relationships. 

Construction of a vocabulary using this approach allows testing for logical problems in the 

definitions. For example, errors in specification of differentiating properties might result in 

inferring parent-child relationships that do not make scientific sense, or in having orphan 

concepts that do not have expected 'parent' concepts. Because each vocabulary term is linked 

to the properties that define it, different hierarchical views can be constructed by grouping on 

properties in different order, appropriate to different applications. 

What do we mean by 'taxonomy'? 
A taxonomy is a hierarchy of concepts. In this discussion, we use the term taxonomy to mean a 

hierarchical system of concepts in which the child concepts all have a 'kind of' relationship to 

the parent concept. In such a hierarchy, any instance of a child concept is also an instance of its 

parent concept. Other kinds of hierarchies can be constructed using different relationships like 

'part of', 'contains', 'derived from', or 'biological child of', but these are not taxonomies. ` 

A taxonomy has a top concept that is the most general kind of entity included in the system. 

The children of a specific concept in the taxonomy are referred to as siblings, following the 

family metaphor that is typically used. Many taxonomies have a simple tree structure, in which 

each concept (except the top concept) has exactly one parent. A directed acyclic graph is a 

more general hierarchical structure in which a concept might have multiple parent concepts. A 

real world taxonomy with a tree structure is the biological classification of living organisms in 

the Linnaean taxonomy. 

http://en.wikipedia.org/wiki/Linnaean_taxonomy#The_taxonomy_of_Linnaeus


What is an 'Aristotelian Taxonomy'? 
An Aristotelian definition [Smith, 2003b] of concept A is of the form “An A is a B such that C”, 

where B is a more general concept than A and C is a condition that defines how A is 

differentiated amongst the sub-concepts of B.  Aristotle [350 B.C.] called the general concept B 

the genus and the condition C the differentia (Poole and Smythe, 2011).  

Aristotle anticipated many of the issues that arise in definitions:  

If genera are different and co-ordinate, their differentiae are themselves different in kind. Take 

as an instance the genus "animal" and the genus "knowledge". "With feet", "two-footed", 

"winged", "aquatic", are differentiae of "animal"; the species of knowledge are not 

distinguished by the same differentiae. One species of knowledge does not differ from another 

in being "two-footed" 

Note that "co-ordinate" here means neither is subordinate to the other. Genera is the plural of 

genus. 

The scope of the taxonomy is determined by the definition of the top concept in the hierarchy, 

and by the set of properties used to differentiate sibling concepts beneath each parent 

concept. Child concepts are defined by restricting the range of one or more property values on 

the parent genus. Note that the differentia for child concepts beneath different parents might 

be different, but the same set of properties must be used to differentiate siblings.  

Building a multidimensional taxonomy 
This Tutorial will walk through the process of building a simple taxonomy using the ACE 

software. Here is an outline of the workflow. 

1. The first step is clearly defining the scope of the taxonomy and what it will be used for.  

2. Make a list of the concepts that will be the nodes in the taxonomy 

3. Write clear and unambiguous definitions of these concepts; if existing definitions can be 

reused, good, but be sure and provide clear citation for the provenance of the definition. 

4. Analyze your definitions to make a list of the properties that are used to differentiate 

concepts that have the same parent concept. 

5. For each property, make a list of the values assigned in your concept definitions, and write 

definitions for these values. Each property should have an associated vocabulary of values 

that will be referred to as a value hierarchy. Some properties might have simple list of 

values with no hierarchical structure, other might have a complex hierarchy;  

6. For value hierarchies that have internal hierarchical relationships, provide explicit IsA or 

kindOf links from child to parent concepts.  

The product is 1) a collection of concepts for the main taxonomy each of which has a text 

definition and a set of properties, 2) a set of value hierarchies some of which are simple lists of 

terms, but might also include values that are themselves hierarchical taxonomies, 3) 



assignment of property values to concept properties that distinguish instances of different 

concepts. 

This tutorial will build a simple lithology taxonomy that distinguishes some major rock types.  

Create new ontology 
To start, open the ACE application using a web browser and visit 

http://ace.minervaintelligence.com. If you don’t have an account you can create one by clicking 

on the “Register” link. Log in using your user name and password.  

You will see a window listing the ontologies currently in your workspace. Note that an 

Aristotelian taxonomy is a kind of ontology, and ACE refers to taxonomies as Ontology. 

 

Figure 1. Create ontology 

 

Click on the blue 'Create an Ontology' button. A window will open with a form to name your 

ontology and define its purpose: 

http://ace.minervaintelligence.com/


 

Figure 2. Label and describe ontology 

 

In this tutorial, we will define the entities, properties and value hierarchies in separate steps, so 

the fields that we will fill out are Label, Source, Purpose, and Description (other options are 

described later in this document). 

Click in the Label field and type a name for the ontology, e.g. 'My Simple Lithology'. Note that a 

suggested identifier token (ID) and IRI (Internationalized Resource Identifier) are generated 

from the label. The label should be a meaningful name for the ontology that is both succinct 

and informative to identify the ontology for users like yourself. You can edit the ID and IRI 

fields, but note that the last part of the IRI string must be the characters 'AT'.  The IRI is 

intended to be a globally unique identifier for your taxonomy (ontology), and if the ontology is 

published on the web, these identifiers should be resolvable to provide information about the 

ontology.  

The Source field should provide an explanation for the source of the content in the ontology. If 

the concepts and definitions are derived from a citable source, include a citation for that 

source.  

https://en.wikipedia.org/wiki/Internationalized_Resource_Identifier


The Purpose field should explain the intended use for the ontology since this will impact the 

engineering tradeoffs made in its implementation. 

The Description field should explain the scope of the ontology so users will understand the logic 

for what is included. The description should also explain the methodology used to compile the 

entities and definitions.  

When you're done you should have something like this: 

 

Figure 3. New ontology with label and description 

Note that there are several fields we have not used, e.g. Upload, Import, and Properties. The 

first two allow creation of taxonomies more rapidly by uploading from a preexisting file, 

importing a pre-defined vocabulary from the INSPIRE vocabulary server. The Properties field 

allows properties to be specified with the initial ontology creation.  Use of these will be 

described later in the Advanced editing section. 

After clicking the 'Create Ontology' button, the application will show the Edit Ontology view. 

The name of the currently selected ontology will appear at the top of the screen: 



 

Figure 4. Ontology editor view menus 

In this ontology editor view (Figure 4), your user account name appears in the upper right. The 

'Manage ontologies' button, between the user name and the current ontology label, will open a 

list of the ontologies in your workspace, allowing you to navigate to a different ontology. See 

the WHEN A NEW ontology is created (Figure 2), controls are provided to load the ontology from 

a file ('Select files' button), or to load an ontology from the INSPIRE vocabulary service ('Import 

INSPIRE Codelist'). Upload files can be a properly structured Excel workbook, or an OWL file.  

Upload files must follow certain conventions; documentation for file formats is forthcoming. 

User interface conventions section for more information on switching to a different ontology. 

Scope of tutorial vocabulary 
This vocabulary will include the following categories: 

1. Rock material 

a. Anthropogenic material 

i. Anthropogenic unconsolidated material 

b. Composite genesis material 

i. Composite genesis rock 

ii. Fault-related material 

iii. Impact metamorphic material 

c. Igneous material 

i. Basic igneous material 

ii. Intermediate composition igneous material 

iii. Acidic igneous material 

iv. Fragmental igneous material 

v. Igneous rock 

d. Rock 

e. Sedimentary material 

i. Sediment 

ii. Sedimentary rock 

f. Unconsolidated material 

i. Natural unconsolidated material 



To differentiate these categories, the following properties need to be defined and have value 

hierarchies constructed: 

1. Consolidation degree: property that specifies the degree to which the particles forming 

a rock material are bound together. 

2. Genetic category: property that specifies the geologic process and setting in which a 

rock material was formed 

3. Particle type: property that specifies the kinds of particles that constitute the rock 

4. Chemical category: property that specifies one or more chemical categories for an earth 

material. Chemical category assignment requires a chemical analysis 

Add properties 
From the ontology editor view (Figure 4), select 'Properties' (middle option, upper left, already 

selected in Figure 4).  A form will open to define a property (Figure 5): 

 

Figure 5. New property form. 

Us this form to create the four properties listed in the SCOPE OF TUTORIAL VOCABULARY section 

(above). 

Enter a Label and Description of the property. Note that once again, a suggested ID and IRI are 

generated automatically. Before the property can be added to the ontology, the value hierarchy 



used to specify values for the property must also be created. Click on the 'Create value 

hierarchy' link (red arrow, Figure 6). 

 

Figure 6. New Property, create value hierarchy. 

A form opens to define the value hierarchy for the new property. A suggested label, ID, IRI and 

top-value concept are pre-populated in the form. For now, accept these by clicking the 'Save' 

button, bottom center. We will return later to populate the value hierarchy.   



 

After clicking save, the new property form has the focus, and the Range selection combo box 

has the label for your new value hierarchy selected. Click save, and the new property is added 

to the ontology and will appear in the list on the properties tab in the edit ontology view.  

Repeat this process for the other three properties needed for the lithology taxonomy. 

When you're done you should have something like Figure 7. 



 

Figure 7. List of newly defined properties. 

Build value hierarchies 
Next, select the 'Value Hierarchies' tab from the menu in the upper left of the ontology edit 

view, and you'll see a list of the Value Hierarchies you just generated. 

 

Figure 8. Value hierarchy listing. 

On the right side are three buttons in the row for each hierarchy. The Pencil button ( ) opens 

an editor for the Value hierarchy (Figure 9), which allows you to update the label and 

description for the vocabulary. In Figure 9 the description has been updated.  Note that the 

Label will be the label for the top level concept in the value hierarchy. Our convention is that 

the top concept is named 'any …'. This value is used when the property may take any value in a 

category definition, indicating that differentiation of that category requires no knowledge of 

that property.  The 'Tree' control will display the values in the value hierarchy. Click 'Update' 

(lower right) to save changes, or 'Cancel' to close the form without saving.   



  

Figure 9. Value hierarchy label and description editor. 

The middle button on the right side ( ) for each value hierarchy displays the values and 

allows adding, updating or deleting values, as well as dragging and dropping to rearrange the 

value hierarchy.  Click the button to edit the value hierarchy for Consolidation Degree. 

Click on the '+'  button to the right of a term value to add a value to the list. The new value will 

be added as a child of the value in the row for the '+' button that was clicked. Enter a label for 

the value (an Id will be automatically assigned), then click update. The current version of the 

interface does not enable adding a definition for the value, but you should have that written in 



a separate document for your own records.

 

Figure 10. Add a term in a value hierarchy. 

For the 'Any consolidation degree' hierarchy, add two child values: 'Consolidated' and 'Non-

consolidated'. Note that when you add the second value, be sure to click on the '+' button in 

the 'Any consolidation degree' row. If you make a mistake, you can click on the term that is in 

the wrong child relationship, and drag it onto the label for the correct parent value.   

The 'X' button will delete the term from the value hierarchy.  BEWARE: if the term has child 

terms, they will be deleted as well.  Move any child terms to the root of the hierarchy (or som 

other appropriate location in the tree) before deleting the parent. 

Construct the other value hierarchies as follows. Note that the values here are only a subset of 

values in the CGI vocabularies on which this exercise is based. Numbers are included to clarify 

the hierarchy, leave these out in ACE: 

Genesis 

1. Any Genesis  

1.1. Geologic genesis 

1.1.1. Composite genesis 

1.1.1.1. Bolide impact related genesis 

1.1.1.2. Fault related genesis 

1.1.2. Sedimentary genesis 

1.1.3. Igneous Genesis 

1.2. Anthropogenic 

http://resource.geosciml.org/def/voc/


Chemical Category 

1. Any Chemical category 

1.1. Basic composition 

1.2. Intermediate composition 

1.3. Acidic composition 

Particle type 

Some definition text included here to help clarify intentions. 

1. Any particle type 

1.1. Granular particle 

1.1.1. Autoclast (Fragments of extrusive igneous rock formed by mechanical friction of 

moving lava flow, breakage of chilled lava flow rinds, or gravity crumbling of active 

spines and domes.) 

1.1.2. Pyroclast (An individual particle ejected during a volcanic eruption. (Jackson, 

1997, p. 521)) 

1.1.3. Epiclast (An individual constituent, grain or fragment of a sediment or rock, 

produced by erosion of a larger rock mass.) 

1.2. Crystalline grain (Constituent that is the product of crystallization during formation of a 

compound Earth material (see NADMC1 2004).  

After you've built out the Value Hierarchies, you're finally ready to define the classes in the 'My 

Simple Lithology' ontology. 

Define Classes 
Now, referring to the classes in the taxonomy presented in the SCOPE OF TUTORIAL VOCABULARY 

section, build up the definitions of the terms (classes) in the taxonomy (ontology). Enter each 

class as a child of 'My Simple Lithology'  (or whatever you named the root node back in the 

Scope of tutorial vocabulary section). Click on the '+Add new term' in the upper left of the 

Taxonomy window. 

Here are the classes and the relevant property values.  If a property is not specified, is should 

be the base 'Any…' value. The GenusID for each term is 'Rock Material'. 

• Rock material: All properties have root value 'Any….' 

• Anthropogenic material: genesis 'anthropogenic' 

• Anthropogenic unconsolidated material: genesis 'anthropogenic', consolication: 'not 

consolidated' 

• Composite genesis material: genesis 'composite genesis'. 

• Composite genesis rock: genesis 'composite genesis', consolidation: 'consolidated' 

• Fault-related material: genesis: 'fault reated genesis' 

• Impact metamorphic material: genesis: 'bolide impact related genesis' 

• Igneous material: genesis: 'igneous genesis' 



• Basic igneous material: genesis: 'igneous genesis', chemical composition: 'basic 

composition' 

• Intermediate composition igneous material: 'igneous genesis', chemical composition: 

'intermediate composition' 

• Acidic igneous material: 'igneous genesis', chemical composition: 'acid composition' 

• Fragmental igneous material: 'igneous genesis',  particle type: 'autoclast', 'pyroclast' 

(two values possible) 

• Igneous rock: genesis: 'igneous genesis', consolidation: 'consolidated' 

• Rock: consolidation: 'consolidate' 

• Sedimentary material: genesis: 'sedimentary genesis' 

• Sediment: genesis: 'sedimentary genesis', consolidation: 'not consolidated' 

• Sedimentary rock: genesis: 'sedimentary genesis', consolidation: 'consolidated' 

• Unconsolidated material:  consolidation: 'not consolidated' 

• Natural unconsolidated material: consolidation: 'not consolidated', genesis: 'Geologic 

genesis' 

You should end up with a flat list that looks something like Figure 11. 

 

Figure 11. Flat lithology class list, no asserted parent-child relations. 

To test the logic of your property value assignments, click on the 'Inferred' radio button, above 

the list of classes on the left side. You should now see a hierarchical display similar to the 

original vocabular 



 

Figure 12. Inferred hierarchy view. 

Note that the inferred hierarchy corresponds to the original idea presented in SCOPE OF TUTORIAL 

VOCABULARY, but some other hierarchical relations have also been 'discovered' in the 

inferencing. 

Advanced editing 
When a new ontology is created (Figure 2), controls are provided to load the ontology from a 

file ('Select files' button), or to load an ontology from the INSPIRE vocabulary service ('Import 

INSPIRE Codelist'). Upload files can be a properly structured Excel workbook, or an OWL file.  

Upload files must follow certain conventions; documentation for file formats is forthcoming. 

User interface conventions 
This section reviews conventions used in the ACE user interface across all the edit and update 

forms, and is provided as a reference. 



Views 
Always present in the upper left are selectors for the three main views (Figure 13).  

 

Figure 13. Main view selectors 

The taxonomy view shows the terms in the currently active taxonomy (classes in 

the currently active ontology). Each property associated with terms in the 

taxonomy has a separate column, and each term is in a separate row. Users can 

change the sorting order from alphabetic ascending to descending on any column 

(see Other view and download options 
To the left of the 'Add new term' button in the taxonomy view are links to perform other 

visualization or download options (Figure 14). 'Download OWL' will download the current 

ontology encoded in Ontology Web Language (OWL) using the RDF/XML encoding. After 

clicking, a file-open dialog will appear asking the user to select the location to save the file, and 

the file name to assign. This file can be opened using Protégé or other common ontology 

editing tools.  

The 'Open in ACE v1.0' link will open the ontology in a new browser window using the version 1 

user interface  for ACE. This interface provides similar capabilities to the new interface, but use 

a different set of editing and viewing paradigms.  

The 'Open in WebVowl' link opens a new browser window and displays the current ontology in 

a graphical network display. Documentation for this viewer is at 

http://vowl.visualdataweb.org/webvowl.html.  

 

Figure 14. Visualization and download options. 

Taxonomy Column Management, below), reorder the colums, edit and update term labels and 

definitions, and delete terms.  

The Properties view provides a listing of properties defined in the current ontology. Each 

property is in a separate row, and the attributes of the property are shown in columns. 

Properties can be edited to update the label, description, domain or range. Sort order cannot 

be changes, and the ordering of columns on the page can not be changed. Properties can be 

added or deleted.  

The Value Hierarchies view lists the value hierarchies that can be assigned as the range for a 

property. The label for the value hierarchy becomes the root term in the value hierarchy. The 



label and description for the hierarchy can be updated, new hierarchies can be defined, and 

hierarchies can be deleted.  The button on the right side with three horizontal bars ( ) 

opens a dialog for adding terms in the hierarchy and structuring the parent-child relationships.  

Other view and download options 
To the left of the 'Add new term' button in the taxonomy view are links to perform other 

visualization or download options (Figure 14). 'Download OWL' will download the current 

ontology encoded in Ontology Web Language (OWL) using the RDF/XML encoding. After 

clicking, a file-open dialog will appear asking the user to select the location to save the file, and 

the file name to assign. This file can be opened using Protégé or other common ontology 

editing tools.  

The 'Open in ACE v1.0' link will open the ontology in a new browser window using the version 1 

user interface  for ACE. This interface provides similar capabilities to the new interface, but use 

a different set of editing and viewing paradigms.  

The 'Open in WebVowl' link opens a new browser window and displays the current ontology in 

a graphical network display. Documentation for this viewer is at 

http://vowl.visualdataweb.org/webvowl.html.  

 

Figure 14. Visualization and download options. 

Taxonomy Column Management 
In the Taxonomy view, columns can be reordered across the page by clicking and dragging the 

column heading (Figure 15. Clicking on the three dot icon to the right of the column heading 

opens a context menu to change the sort order on that column, and to open a dialog to select 

which columns will be visible.  To change the column width, mouse over the line separating 

columns until the cursor changes to a double bar, then click and drag the column divider to 

obtain the desired width.  

 
Figure 15. Column display controls. 

Directly beneath the view selectors are three buttons for modifying the view (Figure 16). 

'Collapse all' closes all the nodes in the listing of the current taxonomy to only show the top 

http://vowl.visualdataweb.org/webvowl.html


concept. This provides a short cut to get to the top of a taxonomy and navigate by opening 

individual nodes. 'Auto-fit columns' adjusts the width of the columns in the taxonomy view to 

fit the text in each column.  'Compress columns' makes the columns thin enough to fit all 

columns in the window, but might result in truncated text.  

 

Figure 16. View controls. 

Switching ontology 
To switch ontologies, it is recommended to restart the application by clicking on the page 

reload button in your browser. If your browse is configured to remember usernames and 

passwords, you should be logged back into the app when it restarts.  You can also click on the 

'Manage Ontologies' button in the upper right of the window. The 'Select an Ontology' dialog 

opens (Figure 17), with a list of the current ontologies available in the workspace. Click on the 

ontology label to open that ontology. The Ontology label and description can be updated by 

clicking the pencil icon on the right. The 'X' button will delete the ontology in that row. 

 

Figure 17. Select an ontology to work on. 


